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Abstract

We report on our experience validating S3 Express One Zone,
a high-performance Amazon S3 storage class launched in
November 2023. We focused on its distributed metadata in-
dex, which implements a hierarchical namespace using dis-
tributed transactions. We check strong consistency and dura-
bility under crashes, network delays, and timeouts. Build-
ing on our prior work on lightweight formal methods, we
combined executable reference models with property-based
testing and stateless model checking. Applying these tech-
niques to a production distributed system required three new
techniques: a white-box approach to checking serializability;
compositional validation of the data and control planes; and
long-running canaries that use reference models to check
correctness across deployments. We extended Shuttle, our
open-source stateless checker, to support a production async
Rust runtime and failure injection, including cancelled oper-
ations and timeouts. Our main finding is that this approach
is sustainable at engineering scale. After launch, the engi-
neering team took ownership of models and test infrastruc-
ture, increasing its share of validation commits from 41%
to 84% and independently extending the models for condi-
tional writes, object append, and atomic rename, with little
involvement from the formal methods team.

CCS Concepts: « Software and its engineering — Formal
software verification.

Keywords: lightweight formal methods, cloud storage, dis-
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1 Introduction

S3 Express One Zone (S3 Express) is a high-performance
Amazon S3 storage class that provides single-digit millisec-
ond latency for data access and supports millions of oper-
ations per second per bucket, while ensuring strong read-
after-write consistency. It targets data-intensive applications
(AI/ML training, financial modeling, media processing, high-
performance computing) that use hundreds or thousands
of parallel compute nodes to access data. The system was
implemented largely from scratch in async Rust and was
publicly launched in November 2023. This paper reports on
our experience validating the correctness of S3 Express.

Given the complexity and importance of this system, we
embedded a small formal methods team with the engineering
team from the beginning of development. Our goal was for
formal methods to provide correctness assurance without
slowing development, and for the validation approach to re-
main sustainable and maintainable after the formal methods
experts left. Inspired by our prior work on S3 ShardStore [7]
and similar efforts [8, 10, 17, 23], we adopted lightweight
formal methods.

Our validation focused primarily on S3 Express’s new dis-
tributed metadata index, since the storage layer used Shard-
Store, inherited from regional S3. Building on our experience
with ShardStore, we adopted the ideas of writing executable
reference models in Rust, using property-based testing for
automatically generating tests, and using the Shuttle con-
currency checker [33] to check concurrent code. These ideas
carried over fairly directly. However, validating a distributed
system presented several new challenges that we had not
faced on ShardStore (which runs on a single storage node).
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First, the distributed index must handle network delays, time-
outs, and host failures while ensuring that the data path’s
consistency guarantees are preserved even as the control
plane moves partitions between hosts. Second, the index was
built using a new transaction library supporting distributed
transactions involving collections of key-value maps; en-
suring strong read-after-write consistency required check-
ing transaction serializability under crashes, timeouts, and
network partitions. Existing approaches to serializability
checking [6, 25] do not handle our production behaviors,
such as key deletions, range operations, and aborted transac-
tions that cannot simply be dropped. Third, the index makes
heavy use of async Rust, which introduced new concerns
such as cancellation safety: operations can be dropped at
intermediate await points, leaving partial side effects. Ex-
isting concurrency checkers such as Shuttle did not sup-
port the async Rust runtimes used in our production code.
Fourth, the control plane consists of background processes
running asynchronously, which does not map directly to
the request/response validation approach we used in Shard-
Store. Finally, S3 Express was expected to keep evolving af-
ter launch, through addition of new features (such as object
append and rename) as well as ongoing behind-the-scenes
performance improvements, so our validation had to check
correctness across software deployments and version up-
grades. Subtle bugs from the interaction of different versions
are hard to find with conventional tests, which typically run
against a single version.

Our validation applies a lesson we carried over from Shard-
Store: rather than checking one global correctness property
with a single tool, we decompose correctness into separate
properties and check each with the technique that suits it
best. This led us to apply separate approaches to checking
the data path and the control plane. The data path has a
well-defined request/response interface, so we reused the
refinement approach from ShardStore: we check that the
implementation’s responses match those of an executable
reference model on randomly generated operation sequences.
The control plane has no request/response API to build a
reference model against, so we instead identified safety in-
variants that hold in all states and stability properties that
hold at quiescent points. This separation also helped with
maintainability, since it let us write smaller, separate models
that engineers could understand and evolve independently.

We use property-based testing to automatically generate
operation sequences and check conformance against an ex-
ecutable reference model that acts as the oracle, a form of
differential testing we call reftesting. We run reftests across a
range of fixtures: fast in-memory tests on developer desktops,
larger-scale tests that run across thousands of instances in
the deployment pipeline to explore more schedules, and long-
running stateful canaries that run for weeks or months on
pre-production stacks. All of these run as approval steps in
deployment pipelines, so any failure blocks the deployment.
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This paper makes the following contributions:

e We present a white-box algorithm for efficiently check-
ing serializability of multi-partition transactions. We
build a serialization graph from instrumentation events
emitted by the implementation, which determine graph
edges and their direction. Our algorithm handles pro-
duction behaviors that prior approaches do not, in-
cluding key deletions, range operations, and aborted
transactions (§5).

e We present a compositional approach that checks data-
path and control-plane correctness independently. The
data-path tests assume properties that the control-
plane tests are responsible for ensuring, which lets
us write smaller, separate models that are easier to
understand and maintain (§6).

e We introduce persistent reftesting: using executable
reference models to build stateful canaries that check
correctness continuously across software deployments
and version upgrades, catching bugs that single-version
testing misses (§7).

e We report on 2.5 years of post-launch experience show-
ing that lightweight formal methods can be sustained
by a much larger and faster-moving engineering team
than in our prior work on ShardStore. The engineering
team’s share of validation commits has grown from
41% to 84%, and it has independently shipped complex
features (conditional writes, object append, and atomic
rename) with little involvement from formal methods
experts (§8).

2 System Overview

S3 Express consists of three main components (Fig. 1): a
frontend fleet that performs routing, access control, and
erasure-coding; a data storage fleet that stores customer data
as erasure-coded shards; and a distributed index subsystem
that maintains the mapping from customer keys to metadata
and storage locators. Our validation effort focused on the in-
dex subsystem (the red dashed box in the figure), which was
complex and newly built for S3 Express. The data storage
layer is built on top of ShardStore, and the frontend is largely
stateless and validated using a black-box approach [22]. Read-
ers familiar with regional S3 will recognize this high-level
architecture, but S3 Express shares only the storage node
software (ShardStore) and some low-level libraries with it;
the index subsystem in particular is new.

A key feature of the index is that it implements a hier-
archical namespace: a tree whose nodes correspond to key
prefixes, where each node is stored as a persistent key-value
map managed by the index. An object with key foo/bar/baz
is represented by internal nodes foo/ and bar/, and a leaf
node baz, where the map for foo/ holds an entry pointing
to the map for bar/, and the map for baz stores the object’s
metadata and the storage locators where its data resides. The
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Figure 1. Overview of system architecture.

hierarchical design was chosen because it makes it easier to
implement operations such as atomic rename. To spread load
across hosts, the index stores maps across multiple partitions.
Each partition is assigned to exactly one index host at a time,
and a single map may itself span multiple partitions.

The index subsystem has two components: a data path
that serves index operations, and a control plane that keeps
partitions correctly placed and healthy across the fleet.

The data path runs on a fleet of hosts, backed by a storage
fleet that persists maps and a per-partition write-ahead log.
An index operation traverses the hierarchical namespace
and updates the affected maps atomically, using a transaction
library that provides serializable transactions over arbitrary
sets of maps across several partitions. Transactions simplify
complex operations such as conditional writes and atomic
rename while ensuring strong read-after-write consistency,
making the library central to correctness and performance.

The library supports three transaction modes: read-write,
read-only, and lock-free, and uses fine-grained two-phase
locking and distributed two-phase commit. To keep latency
low, transactions write entries to per-partition write-ahead
logs and return once log entries are durable; a checkpointing
process running in the background applies these committed
entries to update the actual maps. Uncommitted transac-
tions leave no visible side effects, so recovery replays the log
forward with no undo. The library also supports periodic
consistent backups across all partitions. We defer details to
later sections (§4, §5).

The control plane manages the placement and health of
partitions. It monitors host health through periodic heart-
beats and relocates partitions from one host to another in
response to failures or load imbalances. It also supports parti-
tion scaling which splits partitions (to improve performance)
or merges them (to reduce resource use) in response to heat.
The control plane also uses a fencing mechanism to prevent
zombie hosts (hosts that appear failed but are still processing
requests) from corrupting state. Control plane operations
interact with concurrent data-path transactions: a transac-
tion in flight when its partition is relocated may need to
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be aborted and retried, and the system must ensure that no
committed data is lost during the transition.

3 Validation Approach

We validate S3 Express using a combination of property-
based testing and systematic exploration of concurrent inter-
leavings. This section describes the validation methodology
that we apply to both the data path and control plane.

3.1 Property-Based Testing

Following prior work on checking stateful systems [4, 7,
17, 21], we use property-based testing (using the proptest
library [2]) to generate test scenarios over an operation al-
phabet. Each component we validate has its own alphabet,
which we spell out in its section (the transaction library and
the namespace in §4, the control plane in §6). Broadly, an
alphabet mixes client operations that model visible API calls,
background operations invisible to clients (backups, reloca-
tions, and scaling), and injected failures (crashes and network
failures). We use several strategies to improve coverage: bias-
ing toward small key sets to create more conflicts, favoring
state-changing mutations, and running separate test suites
for different failure combinations to see how features interact.
Operations generated by proptest are initially incomplete:
they specify the operation type but not all arguments. Dur-
ing test execution, these arguments are concretized on the
fly based on current state (e.g., a delete picks from among
the existing keys so it does not trivially fail).

3.2 Concurrency Testing

Rust’s type system eliminates data races at compile time, but
it does not rule out higher-level concurrency bugs. S3 Express
is implemented in async Rust using the Tokio [1] runtime.
Rust’s async model differs from those in other languages in
two ways that matter for testing. An async function in Rust
compiles to a state machine (a future) that makes progress
only when the runtime polls it; the future may yield at any
intermediate await point (e.g., while waiting for a lock or
a message), and the runtime is then free to poll a different
ready task. Tasks can therefore interleave at any await point,
creating a large space of schedules that traditional testing
does not systematically explore.

A second difference concerns cancellation. A future is can-
celled simply by dropping it: the runtime stops polling it
and drops whatever is in scope, but no code past the current
await point ever runs. There is no cancellation exception
(as in Python’s asyncio or Kotlin coroutines) that would
run finally-style cleanup. Cancellation arises routinely
through Tokio’s select! macro, which races several opera-
tions and drops the losers as soon as the first completes. Be-
cause a future can be dropped at any await point, often deep
inside a call path where the author never anticipated interrup-
tion, operations must satisfy cancellation safety: they should



be correct even when dropped mid-update. Cleanup happens
only where the author added a Drop implementation, so an
unguarded multi-step update can be left half-finished: a lock
released while the data it guards is half-written, or a request
sent but its response never handled.

To systematically explore interleavings, we use Shuttle [33],
a stateless model checker for Rust that controls the sched-
uler and replaces async I/O with in-memory mocks. Because
safe Rust (which S3 Express uses throughout) is free of data
races, it suffices to interleave tasks only at await points:
every execution on a multi-threaded runtime is equivalent
to some sequential interleaving at these points, which is
exactly what Shuttle explores. For each test, Shuttle runs
many iterations with different schedules and returns a re-
playable trace in case of failure. Shuttle did not support Tokio
when we started, so we reimplemented Tokio’s concurrency
primitives so they can be controlled by the Shuttle runtime.
(This Tokio support is now publicly available in Shuttle on
GitHub.) We also extended our test framework to inject task
drops at intermediate await points (to check cancellation
safety) and to inject timeouts on demand. Injecting timeouts
this way lets Shuttle explore timeout-driven failures without
modeling time, a hard problem in stateless model checking.

Concurrency testing must deal with a behavior specific to
asynchrony: an operation can return success while work it
started is still ongoing. For instance, a transaction commit
returns once its log entries are durable, but checkpointing
continues to update maps in the background; similarly, a two-
phase commit returns once all participants have prepared,
while the commit protocol continues to run to completion.
Testing correctness means exercising how this background
work interleaves with operations issued afterward.

We therefore organize concurrent reftests as a sequence
of rounds (Fig. 2 shows an example for the data path; see §4.2
for details). Each round spawns multiple concurrent clients,
each executing a sequence of jobs, and we wait for all clients
to finish before starting the next round. What constitutes
a job depends on the component: for the data path, jobs
include transactions, backups, partition relocations, or host
crashes; for the control plane, starting or stopping workers
or initiating partition scaling operations. Because a client’s
background work can spill past the end of its round, Shuttle
explores interleavings both within a round and across round
boundaries.

Because all operations in round N visibly complete before
any operation in round N+1 begins, rounds impose order-
ing constraints that the system must satisfy. For the data
path, any valid serialization of transactions must be consis-
tent with this client-visible ordering across rounds. For the
control plane, rounds enable quiescence detection: we can
detect when the system has finished reacting to a round of
perturbations before checking that it has reached a stable
state.
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Figure 3. Deployment pipeline showing where reftests run.
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deployment.

3.3 Deployment Pipeline

Fig. 3 shows how our validation steps are integrated into
the deployment pipeline. We run tests at multiple levels of
fidelity, trading off between execution speed, debugging ease,
and coverage.

Sequential reftests run operations one at a time against
an in-memory stack with mocked storage and network layers.
Because there is no concurrency, validation is straightfor-
ward: each operation’s result is compared directly against
the reference model. Sequential reftests are fast, run on de-
veloper desktops, and provide immediate feedback during
development.

Concurrent reftests use Shuttle to explore different inter-
leavings of concurrent operations. For each test case, Shuttle
executes many iterations with different random schedules. If
a failure is found, the test seed enables deterministic replay.
Concurrent reftests typically run as part of a pre-commit
hook rather than interactively during development.

Longbake reftests run at scale: we spin up thousands
of instances executing for many hours, each with different
random test cases and schedules. We exploit the fact that ran-
dom exploration is “pay-as-you-go”, so more instances and
longer tests means we cover more of the state space. Long-
bake runs in the deployment pipeline before deployment to
pre-production and production stages.

Finally, persistent reftests run against a real deployment
on pre-production infrastructure, rather than the in-memory
stack used by the previous tests. A long-lived reference model
runs alongside the deployment for weeks or months as an
oracle, driving operations and checking the results as the sys-
tem is upgraded and redeployed underneath it. This catches
bugs that arise only from the interaction of different software
versions.



The next sections describe how we apply this validation
methodology to the data path (§4, §5), the control plane (§6),
and the composed system across deployments (§7).

4 Validating the Data Path

For the data path, the key property is behavioral equivalence:
for every sequence of operations, the implementation must
produce the same responses and reach an equivalent final
state as a reference model specifying correct behavior. This
section describes how we specify correct behavior and check
it for both sequential and concurrent executions. The one
part we defer is checking that concurrent transactions are
serializable, which is involved enough to warrant its own
section (§5).

4.1 Reference Models

Each reference model implements the same interface as its
associated component (using the same Rust types and traits),
but with a much simpler implementation. Reference models
are simpler in several ways: (1) while they model all non-
error behaviors faithfully, they do not model many error
cases (e.g., resource exhaustion, handling of device failures),
(2) the models are sequential even though the implemen-
tation is concurrent, and (3) the models use simple data
structures (hash maps and arrays) because efficiency is not
a concern.

Simplifications (1) and (2) deserve some explanation. For
(1), we primarily focus on correctness of successful opera-
tions: if the system processes a request and returns success,
the result must be correct; if it returns an error, we only
check that system state did not change. We do not attempt
comprehensive availability testing, since availability bugs
are generally best caught by targeted load testing and careful
monitoring of metrics. That said, if an availability property
is easy to check with our approach, we add a targeted check
for it (see the cache-miss bug below). Simplification (2) is
justified because the index is designed to ensure strong con-
sistency. Thus any concurrent execution must be equivalent
to some sequential execution, so we can check correctness
by verifying that the responses and final state match some
execution of the sequential reference model. (Finding the
matching execution of the reference model is nontrivial: we
explain in §5 how we do this efficiently.)

We wrote separate reference models for the two main
data path components: the namespace and the transaction
library. This separation was driven by two considerations.
First, the namespace and library were developed by different
teams, and separate models allowed each team to work more
independently. In particular, early versions of the namespace
used the library’s reference model as a mock implementation,
since the reference model exposes the same Rust API and is
directly executable—a benefit of writing models in the same
language as the implementation. Second, having the library
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as a separately testable component allowed us to exercise its
full API, including transaction patterns that the namespace
did not yet use, but might need for future features.

4.2 Concurrent Data-Plane Validation

As described earlier (§3), our concurrency tests are organized
as a sequence of rounds with concurrent clients each execut-
ing a sequence of jobs under Shuttle. The alphabet for the
transaction library consists of transactions plus other opera-
tions and injected failures that run concurrently with them
and must not violate serializability. A transaction has one of
three types (read-write, read-only, or lock-free) and runs a
sequence of map operations before committing or aborting.
The other operations are reloading a partition, creating a
backup, reading a backup (which must return a consistent
snapshot), and scaling a bucket (by either splitting or merg-
ing partitions); the injected failures are host crashes and
network failures. The namespace alphabet is simpler: a job
is either an object operation (put, get, delete, or multipart
upload) or a partition relocation.

Fig. 2 shows a typical scenario. In Round 1, three clients
run concurrently: one executes transaction T1 followed by
T2, another executes T3, and a third reloads a partition. De-
pending on the schedule, T3 may observe state before, be-
tween, or after T1 and T2; the concurrent reload can cause
transactions to abort part-way through the commit proto-
col. Round 2 has two clients: one creates a backup, while the
other performs transaction T4; the backup must capture state
before or after T4. Round 3 has three clients: one reads the
backup from Round 2, another performs transactions T5 and
T6, and a third scales the bucket. Reading the backup must
return a consistent snapshot: it reflects T1-T3 (completed
before the backup), may or may not reflect T4 (concurrent
with it), and does not reflect T5 or T6 (run afterward). At
the same time, T5 and T6 must remain consistent with the
concurrent scaling operation.

The transaction library must satisfy serializability: any
concurrent execution must be equivalent to some sequential
execution of the same transactions. The index must satisfy
per-key linearizability: concurrent operations on any given
key must appear to take effect atomically in an order satis-
fying read-after-write consistency. In both cases, checking
involves finding a valid sequential ordering and replaying it
against the sequential reference model (§5).

Because all operations in round N visibly complete before
any operation in round N+1 begins, we impose additional
ordering constraints: any valid serialization must be con-
sistent with this client-visible ordering. The serializability
checker uses these ordering constraints to prune the search
for a valid serial order (§5).

Transactions. After all rounds complete, we check that
the run’s transactions are serializable: that some serial order
of the transactions, replayed against the reference model,



matches what the implementation did during the concurrent
run. Concretely, the reference model must return the same
result for each operation, and must end in the same state. We
compare final state at the end of a run by enumerating all
maps and their key/value pairs in the implementation and
checking that they match the reference model exactly.

Concurrent reftest scenarios must cover not just commit-
ted read-write transactions but also read-only transactions,
lock-free transactions, and transactions that are aborted by
the client. One additional twist for us is that aborted trans-
actions in S3 Express have an unusual requirement: unlike
textbook definitions, where aborted transactions can sim-
ply be dropped when checking serializability, we need to
account for the reads they performed. This is because the
namespace may abort a transaction based on values it has
read, and those reads must be consistent with the serial order
of committed transactions for the index to satisfy per-key
linearizability.

To see why aborted transactions cannot be ignored: con-
sider two concurrent Deletes of the same key, creating trans-
actions T1 and T2. One (say T2) aborts because the key is
already gone—it read the key’s absence. T2 must serialize af-
ter T1, and cannot simply be dropped from the serializability
check. If it were dropped, we would miss bugs where both
transactions abort and report failure to the client (a violation
of per-key linearizability, since at least one should succeed).

Partition relocation and scaling. Partition relocation
and scaling run concurrently with data-path transactions. A
partition relocation racing with an in-flight transaction can
cause the transaction to fail at different points in the commit
protocol (before prepare, during prepare, after prepare but
before commit), each requiring different handling by the
recovery logic. Note that serializability must still hold for all
transactions that finish successfully even in the presence of
relocation and scaling operations.

Crashes and network failures. We inject host crashes
and network failures concurrently with transactions and
partition operations. We model network failures as dropped
messages: an RPC can time out and return an error to its
caller, which may result in a retry. After a crash, recovery
replays the log to restore committed state: all transactions
that returned a successful commit before the crash must be
reflected in the recovered state, and uncommitted transac-
tions must have no visible side effects. The recovered state
must be consistent with the same serial order that was valid
before the crash. During recovery, the system may have to
play forward transactions that successfully prepared in order
to complete the two-phase commit protocol.

Partition backups. Partition backups capture a consis-
tent point-in-time snapshot of all partitions. We include
backup creation as a job type in concurrent reftests, allowing
them to race with user transactions and failures. A correct
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backup represents a single point in the serialization order: it
must reflect all transactions that serialized before it and none
that serialized after. We check this by including backups in
the serialization graph alongside transactions (§5).

Example bug: cache-miss handler. As described in §3,
we check cancellation safety by injecting cancellations at
await points. For the transaction library, this uncovered a
subtle bug in its block cache. The library stores each map
as a set of blocks and caches them in memory to avoid re-
reading from storage; on a cache miss, a handler reads the
missing block from storage. The handler registered an ongo-
ing read in a pending_reads table, awaited the storage read,
and cleared the entry. If the caller was cancelled while the
read was in progress (e.g., because another select! branch
completed), the future was dropped and the pending_reads
entry was left uncleared. Subsequent reads to the same block
found the stale entry, concluded that a read was still in
progress, and blocked indefinitely. The block became perma-
nently unavailable until the partition was reloaded.

This bug was originally not caught by our concurrent
reftests, and was only uncovered during pre-production test-
ing. Upon investigation, we noticed that the reftests had in
fact exercised the code path. However, our specification was
too weak—it treated all errors as acceptable when error in-
jection was enabled, masking the permanent unavailability.
To fix, we added an availability check: after running with
error injection for several rounds, we disable error injection
and continue executing. In this “error-free” phase, the sys-
tem should behave as if no errors were ever injected. Any
persistent error, such as the permanently unavailable block,
surfaces as a test failure. The fix was to implement a Drop
guard that clears the pending_reads entry when the future
is dropped, restoring cancellation safety.

5 Checking Serializability

After a concurrent reftest execution with Shuttle, we have a
collection of transactions that ran concurrently on the imple-
mentation and must check that the execution is serializable—
that is, that the results are consistent with some sequen-
tial execution. Unfortunately, checking serializability is NP-
complete in general [32], so naive searching over possible
orderings is intractable even for modest test cases. Exist-
ing serializability checkers [6, 37] make assumptions that
do not hold in our setting: they lack support for deletes, or
they assume each transaction’s commit-or-abort outcome
is immediately known, whereas failure injection can cause
a transaction to return an error yet still apply its changes
durably. Black-box inference approaches like Elle [25] infer
each transaction’s true outcome from observed data rather
than trusting the returned status. Elle recovers write order
by tracing the sequence of values each key has held, which
is why it requires constrained test generation (append-only
lists with unique values); our operations overwrite and delete



keys, destroying the value history Elle relies on. We cannot
use lock acquisition order since lock-free transactions do
not acquire locks. Nor do we have a global totally-ordered
commit log: each partition maintains its own log, and read-
only transactions do not appear in logs. We overcome these
challenges with a white-box approach. The implementation
already assigns each write a persistent sequence number
to order operations within a partition, so we instrumented
the code to emit these numbers to our checker. Using them,
we can efficiently check serializability for multi-partition
transactions even in the presence of host crashes, timeouts,
and task cancellation.

5.1 Algorithm Overview

During each concurrent execution, the implementation emits
a stream of instrumentation events that record how each
transaction accessed shared state and the sequence numbers
assigned to those accesses. The serializability checker con-
sumes this event stream to construct a serialization graph that
precisely captures all ordering constraints between transac-
tions. The graph can be constructed in time polynomial in
the number of transactions, and has the property that any
topological ordering yields a valid serialization, so we can
replay an arbitrary ordering against the reference model.
The algorithm proceeds in three steps. First, we compute
read and write sets that capture how each transaction ac-
cessed shared resources (§5.2). Second, we use these sets to
identify conflicting transactions and add directed edges to
a serialization graph, oriented according to the implemen-
tation’s instrumentation events (§5.3). Third, we compute a
topological order of the graph and check the transactions in
that order against the sequential reference model (§5.4).

5.2 Read and Write Sets

For each transaction, we compute a read set and a write set
based solely on the operations the transaction performed
and their results. These sets contain two types of entries:

o KeyAccess(M, K): a set of keys K in map M. A single-key
access uses a singleton set; a range operation uses the set
of keys in the range.

e MapPresence(M): the existence of map M itself. This cap-
tures conflicts on a map’s existence without any specific
key being involved. For example, if T; creates map M and
T, successfully deletes M, then T} must be ordered before
T, (otherwise T,’s delete would have failed), even though
neither transaction accesses any keys in M. The treatment
of MapPresence is subtle, particularly when aborted trans-
actions are involved. Consider: T;: CreateMap(M;); Abort
and T,: CreateMap(M;); Commit. These transactions share
no keys, yet T; must be serialized before T: if T, went
first, T;’s CreateMap would have observed M; already ex-
isting and failed with MapExists, in contradiction with
T;’s observed execution.
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Rule Edge Condition
E1: write/write T > T, C(Tl,P) < C(Tz,P)
T, T, T, P) < R(T,, P
E2: write/read v T CTwP) (T P)
T, - T, R(,P)<C(T,P)
T B ifVi: C(T,P;) < B(B,P;
E3: backup - n (I.7) (B.P)
B—>T otherwise
T T d(Ty) < d(T:
E4: happens-before 1= T round(Ty) < round(T;)
T, > T, same client, T; before T,

Figure 4. Serialization graph edge rules (§5.3).

Two entries overlap if they refer to the same map and
either (a) at least one is a MapPresence entry, or (b) both
are KeyAccess entries and their key sets overlap. Two trans-
actions conflict if they contain overlapping entries, at least
one of which is a write. Computing precise read and write
sets is important: missing a conflict can admit an incorrect
serialization, while a spurious conflict can create a cycle in
the graph, which the checker would report as a failure even
though the execution is correct. We next describe how we
order each pair of conflicting transactions.

5.3 The Serialization Graph

The serialization graph contains one node per transaction
and one node per backup. Aborted transactions are treated
as read-only: their writes are excluded (since they had no
visible effect), but their reads are retained.

For each pair of conflicting transactions, we add a directed
edge that records which transaction came first. We deter-
mine the direction from the partition that holds the map
or key they conflict on. Each partition maintains its own
write-ahead log whose entries are identified by a partition
sequence number (PSN). Three PSN-derived values are rele-
vant for the ordering: the commit PSN C(T, P) is the PSN at
which transaction T’s writes are recorded on partition P (a
multi-partition transaction receives a separate PSN for each
participant); the read PSN R(T, P) is the highest PSN on P
whose effects T observed; and the backup PSN B(B, P) is the
PSN up to which backup B includes entries on P.

Fig. 4 shows how we use PSNs to orient the edges for each
type of conflict. Rule E1 orders writers by their commit PSNs.
Rule E2 handles both write-read and read—write conflicts:
comparing the writer’s commit PSN against the reader’s read
PSN determines whether the reader saw the write, which
dictates the edge direction. Rule E3 states that a transaction
is ordered before a backup only if all its writes were cap-
tured; it is ordered afterwards otherwise. The two conditions
are mutually exclusive, so each committed transaction is or-
dered either before or after a given backup. Rule E4 encodes
the happens-before ordering from the test structure (§4.2):



transactions in earlier rounds precede those in later rounds,
and a client’s jobs are ordered sequentially.

Correctness. Rules E1 and E2 add an edge for every pair
of conflicting transactions, oriented by the implementation’s
instrumentation events. If the resulting conflict graph is
acyclic, any topological sort yields a serial schedule that
is conflict-equivalent to the concurrent execution: for every
pair of conflicting operations, the serial order agrees with the
concurrent execution on which came first. Non-conflicting
transactions may appear in any relative order without affect-
ing correctness. Because conflict-equivalence comes entirely
from E1 and E2, the happens-before edges (E4) only restricts
the allowed topological orders. A cycle would indicate either
a serializability violation in the implementation or an over-
constrained checker; in practice, implementation bugs have
manifested as replay mismatches rather than graph cycles.

Our graph is essentially the conflict graph from concur-
rency control theory, extended to handle aborted and lock-
free transactions, and backups, as described above. When
the order of conflicting operations is known, checking is
efficient. The PSNs provide exactly the information needed
to determine this order.

5.4 Replay and Validation

We pick any topological order of the graph and replay the
transactions in that order, comparing each operation’s re-
sult against the result observed during the concurrent run.
Aborted transactions are replayed only to check that their
reads match the reference model’s state. After replay, we
compare the reference model’s final state against the imple-
mentation to catch discrepancies not exposed by the opera-
tion results.

Partition backups. Backup nodes are ordered in the
graph via rule E3. During replay, when a backup node is
reached in the topological order, we verify that the backup’s
contents reflect all writes ordered before it and none ordered
after, validating that the backup captures a consistent snap-
shot across all partitions.

Handling failures. Concurrent reftests inject failures
(host crashes, partition relocations, timeouts), which may
cause a transaction to return an error to the client yet still
commit. For example, a transaction may fail after all partic-
ipants have durably prepared but before the client learns
the outcome: the client receives an error, yet the transaction
has logically committed and will be driven to completion
in the background. Such transactions must be included in
the serialization graph, since their writes are visible to later
transactions. We determine a transaction’s true outcome by
inspecting the durability of its preparation log entries: if all
participants durably prepared, the transaction is included;
otherwise it is excluded.
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Example bug: inconsistent commits. During early de-
velopment, the serializability checker caught a bug in the
two-phase commit protocol implementation. In this proto-
col, one partition acts as the coordinator and drives the pre-
pare and commit phases across the other participant parti-
tions. Consider a distributed transaction T coordinated by
Py with participant P,. If P, prepared successfully but was
then reloaded, it would query P; for the transaction’s sta-
tus. If P, had not yet finished its own preparation, it would
consult only its on-disk state (which is populated only after
preparation completes) and respond with Unknown. P, would
then abort T. Meanwhile, P; would finish preparing, receive
P,’s earlier prepared response, and commit. The result: T
committed on P; but aborted on P,. Because P; responded
to the client with committed, the reference model applied
T’s writes to both partitions during replay, producing a mis-
match against the implementation’s state. The fix was to
consult the in-memory transaction state when answering
status queries, so that a coordinator that has started a trans-
action but not yet persisted it responds with InProgress
rather than Unknown.

5.5 Lifting to Per-Key Linearizability

Serializability of individual transactions is necessary but
not sufficient for correctness of object-level operations. The
namespace needs to ensure per-key linearizability: for each
object key, the operations on that key appear to take effect
atomically in an order satisfying read-after-write consistency.
The complication is that a single object-level operation (e.g.,
a PutObject that creates internal nodes and a leaf node)
may span multiple transactions, so we must show that the
composite operation linearizes correctly against other oper-
ations on the same key. We check this in two phases. First,
we build the serialization graph over the individual transac-
tions as above (tagging each with its parent index operation)
and find a candidate topological order. Second, we lift this
to the object level: each index operation is placed at a lin-
earization point derived from its constituent transactions
(for example, mutating operations are typically linearized
by their last read-write transaction), yielding a sequence of
object operations consistent with the transaction ordering.
We then replay the operations in this sequence against the
namespace reference model, doing a final state comparison
between reference and implementation to check correctness.

6 Validating the Control Plane

The control plane manages partition placement across the
fleet of index hosts, called workers: it monitors worker health
via periodic heartbeats, detects failures, relocates partitions
from failed workers to healthy ones, and orchestrates grace-
ful deployments and partition scaling. Unlike data path com-
ponents, this work happens asynchronously in background
loops—heartbeat monitors poll workers and submit failover



tasks, bucket monitors scan partitions and submit repair
tasks, and a task manager executes those tasks concurrently.
In the absence of a request/response boundary to check
against, we specify correctness via properties over the states
reached during execution.

6.1 Specification

We specify correctness with two classes of properties, both
concerning which worker is responsible for each partition.

Safety invariants must hold continuously during execu-
tion. The most critical is no double-loading: every partition
must be loaded on at most one worker at any given time. A
violation would allow two workers to independently serve
requests for the same partition, leading to data corruption.
The implementation enforces this through a permit mech-
anism: before loading a partition, a worker must acquire a
permit from the control plane, which grants one only if no
other worker holds a valid permit. Additionally, to prevent a
worker that has been declared failed but is still running (a
zombie) from continuing to serve requests, the control plane
fences such a worker before granting the permit elsewhere,
invalidating its permit so it can no longer serve the partition.

Stability properties hold only once the system quiesces,
so unlike safety invariants they need not hold in transient
states reached while the control plane is still reacting. Tech-
nically they are still safety properties: each asserts that if
quiescence is reached, the state is correct, not that quiescence
is eventually reached (a system that never quiesces is caught
separately, see below). Our two stability properties are that
every partition is loaded on exactly one healthy worker, and
that any initiated scaling operation has completed and up-
dated the bucket’s partition count.

6.2 Validation Approach

We adapt the methodology from §3—property-based test-
ing with proptest and Shuttle for exploring interleavings.
Rather than checking request/response traces against refer-
ence models, test scenarios consist of running the control
plane under Shuttle with control operations, while checking
both classes of properties described above. The alphabet of
control operations consists of three environment stimuli that
change worker state (starting, shutting down, and crashing a
worker) and an API call requesting partition scaling. The con-
trol plane observes these operations through its monitoring
loops and reacts asynchronously.

Checking safety invariants. To check the “no double-
loading” property continuously, we implemented a partition
tracker: a runtime monitor that observes every partition
state transition on every worker. The tracker drives a state
machine for each partition and validates that every transition
is legal.

Checking stability properties. To check stability prop-
erties, we first detect when the system has quiesced. We
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instrument the production code to emit progress events, noti-
fying our test harness each time a monitor loop completes
a full iteration. We then wait until the task manager has
no outstanding tasks, and run one more iteration of each
monitor to confirm that no new tasks are submitted. If there
are any, the system has not yet settled and we repeat. Once
quiescent, we check that the stability properties hold.

There are two challenges we need to address. A system
that never quiesces would make this check repeat forever
(e.g., if monitors keep generating tasks in a cycle). Shuttle
runs each execution with a depth bound on the number of
scheduling decisions and fails any run that hits the bound,
so we do not silently miss livelock or divergence (at the risk
of false alarms if the bound is too low). Reaching quiescence
is not sufficient for a scaling operation: after the operation
completes, we check that the final partition count matches
the expected value, so that a scaling operation that quiesced
without actually taking effect still fails the check.

Our approach exploits compositionality between control-
plane and data path validation. The data path validation
described earlier assumes the properties established by con-
trol plane validation. For example, the data path test harness
explicitly unloads a partition before reloading it on a differ-
ent worker, ensuring no double-loading. In production, the
worker holding the partition may crash before it unloads,
so the control plane cannot rely on a clean handoff. Instead,
it fences the crashed worker, ensuring the partition is no
longer served there before loading it on another worker. The
control-plane tests validate that this guarantee holds under
concurrent failures, deployments, and scaling operations.

7 Persistent Reftesting

The reftests described so far are short-lived: each test starts
on a fresh in-memory stack with mocked storage and net-
working, runs a sequence of operations, and discards it when
the test ends. These tests may miss bugs that require long-
lived state or span multiple software versions. These include
cross-version bugs, where version N+1 misreads data writ-
ten by version N (say, after an encoding change); bugs that
depend on real infrastructure or on state that accumulates
over weeks of operations; and bugs in background subsys-
tems such as billing and garbage collection, which run asyn-
chronously from the request path. Persistent reftests target
these bugs. These tests run continuously in pre-production,
exercising the full production stack (real storage, networking,
and control plane) and operating on the same test buckets
for months, reaching complex states that short-lived tests
never do. As with our other reftests, an executable reference
model is the oracle, and the tests run as approval steps in
the deployment pipeline, so any failure blocks promotion to
production.

Because these tests run for months, the reference model
must survive host restarts and deployments, a challenge the



ephemeral tests of §4 do not face. In this section, we describe
how we address this challenge (§7.1), followed by experience
from running these tests in a production pipeline (§7.2).

7.1 Design

A persistent reftest runs indefinitely on a dedicated host
pool in a pre-production environment. On each host, a set
of tasks shares a queue of test buckets: a task dequeues a
bucket, executes one segment against it, and re-enqueues it.
A segment is a sequence of object operations over the visible
subset of the alphabet used for data path reftests (put, delete,
multipart upload etc).

Segment execution proceeds as follows. Using proptest,
we generate the segment’s operations deterministically from
arandomly chosen bucket seed and a monotonically increas-
ing segment counter, then run them one at a time against the
bucket. As described in §3, operations generated by proptest
are first concretized using the reference model (e.g., to pick
an existing key for a delete). If the operation mutates the
bucket, it is first logged to a durable operation log; it is then
executed against the production bucket, and the status and
return value are compared against the reference. Any diver-
gence is reported as a failure.

Once all operations in a segment are complete, we per-
form two additional checks. First, we do a complete listing
of all objects in the implementation bucket, comparing keys,
values and metadata (e.g., etags) against the reference model.
Second, the harness queries the ledger—a record of mutations
generated for customer billing—and compares ledger entries
against the set of expected mutations recorded in the refer-
ence model. This enables us to check the additional property
that the data provided to the billing system is accurate.

In addition to visible data path operations, the persis-
tent reftesting framework also optionally triggers certain
control-plane operations such as partition relocation or scal-
ing. These operations are invoked between segments rather
than randomly interleaved within them. Control plane op-
erations are expected to have no impact on the reference
model state, so are treated as opaque events that do not need
to be tracked in the model.

Model checkpointing and recovery. The reference model
is held in memory, so a host restart (e.g., from a code deploy-
ment) loses it. Because segments are generated deterministi-
cally from a (bucket seed, segment counter) pair, we could
in principle rebuild the model by replaying every segment
from the start, but with millions of operations per bucket
per day these replays would grow without bound. Instead,
after each segment we checkpoint the model by serializing it
durably to S3 and clear the operation log. On restart, a host
restores the latest checkpoint and replays the operation log,
which covers any operations issued after the checkpoint (the
previous run may have crashed mid-segment). Because we
log a mutating operation before issuing it, the last logged
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operation may or may not have taken effect; we determine
its outcome by reading back the affected key.

7.2 Operational Experience

Because segments are generated deterministically, the se-
quence of operations is reproducible, but events outside our
control (e.g. timeouts due to real networking issues) are not.
When an operation fails unexpectedly, the test framework
records the expected and actual responses, the state of the
reference model, and recent control-plane events, and a de-
veloper uses these to reproduce the issue in an in-memory
test, or, when that is infeasible, to root-cause the failure from
the logs.

Over time, we also need to support changes to the model
representation. For this, we added migration logic so that old
checkpoints still load, and when we add a new feature (e.g.,
object append), we restart the framework and, in some cases,
re-checkpoint from a known-good state. Bugs in the model
itself do occasionally cause false positives, but we have found
these easy to identify, since they tend to cause failures across
most test buckets at once, and are typically easy to reproduce
on the in-memory stack. For example, when we extended
reftests to cover hybrid nodes (keys that are both an object
and a directory prefix, so that inserting objects X and X/Y
makes X a hybrid node), we hit exactly such a false posi-
tive. The reference model’s delete logic was too aggressive:
deleting a hybrid key also removed the in-progress multi-
part uploads nested beneath it, which the implementation
correctly kept. The failure appeared across buckets at once
and reproduced immediately on the in-memory stack; the
fix was to stop the model from discarding a deleted key’s
subtree while it still held uploads.

Each bucket carries a health state that governs whether it
is eligible for testing. A successful segment marks a bucket
as healthy; a transient error (such as a network timeout or
throttling) marks it unavailable, and the harness retries it
later. Once failures exceed a threshold, the bucket is marked
corrupted, a terminal state that removes it from testing until
an engineer investigates. This keeps a single bad bucket
from blocking the suite or raising spurious alerts, while still
ensuring that genuine data-integrity failures are not missed.

The operation log was a later addition. Initially we relied
on segments being idempotent under replay and kept no
log; conditional operations (added after launch) broke that
assumption, so we now log each operation before performing
it.

Example bug: incomplete listing under throttling. Per-
sistent reftests caught a bug in ListObject, the operation
that returns a bucket’s keys one page at a time. Each page
ends with a continuation token that tells the next call where
to resume. Because the namespace is a tree, a listing traverses
it in order, and the token records how far the traversal has
reached, including whether it has finished descending into a



given directory. A corner case arises when the last traversed
node is a hybrid node, so a listing must both return the ob-
ject and descend into its children. A listing exits early either
when it fills a page or when it is throttled partway through.
On a throttled exit, we had a bug in how we generated the
token: it could mark a hybrid node’s subtree as already listed
when it was not, so the next call skipped listing all the chil-
dren under that subdirectory. Finding this bug required both
a throttle in the middle of a listing and enough accumulated
objects for a page boundary to fall exactly on a hybrid node.
The in-memory reftests, including longbake, did not inject
throttling errors, so they never exercised the throttled-exit
path that triggers this bug. The fix was to mark the hybrid
node as unexplored on early exit, forcing the resumed listing
to explore its children.

8 Experience

This section describes our experience validating S3 Express
during development, launch and after 2.5 years of being in
production. We report on how ownership of the validation
artifacts transferred from the formal methods team to the
engineering team (§8.1), quantify the validation effort and
bugs found (§8.2), summarize lessons learned (§8.3), and
discuss limitations of our approach (§8.4).

8.1 Ownership Handoff

The formal methods team joined during the early design
phase of S3 Express, before implementation began, and de-
veloped the reference models, serializability checker, test
harnesses, and persistent reftest framework alongside the
implementation. After the launch of S3 Express in November
2023, the formal methods team transitioned ownership of the
reference models and test infrastructure to the engineering
team, while continuing to maintain Shuttle and the serializ-
ability checker. Engineers had peer-reviewed all models and
test code during development, so they were familiar with
the codebase. For the first post-launch features, the formal
methods team helped with code reviews, but within a year
the engineers became self-sufficient. Since launch, engineers
have released several new customer-facing features (condi-
tional writes, object append, and atomic object rename) as
well as performance optimizations such as finer-granularity
locking and improved lock ordering to eliminate the over-
head of deadlock detection.

Most of the framework transferred without difficulty, but
we ran into two points of friction. First, the constraints used
to build the serialization graph (§5.2) have to strike just the
right balance: too few admit an incorrect serialization, and
too many create spurious cycles. This is less of a concern
going forward, since the transaction library API is stable.
Second, injecting timeout failures with Shuttle requires a
mechanism for cancelling tasks in a runtime with no notion
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Figure 5. Validation framework authorship over time.
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Figure 6. Lines of code by component.

of wall-clock time, and the exact logic for triggering cancella-
tions has been tricky to get right. We are currently exploring
extensions to Shuttle to model time more directly, which
would allow us to simplify the timeout injection machinery.

Figure 5 quantifies the ownership transfer over time for
the namespace validation, measured by commits to the vali-
dation framework (reference models and test infrastructure
only, not implementation code). Each bar represents a devel-
opment phase, showing the split between engineering team
(dark) and formal methods team (light) contributions. The en-
gineering team’s share of commits grew from 41% pre-launch
to 59% for the first performance improvements, then to 77-
80% for feature work (conditional writes, append, atomic
rename), and finally to 84% for recent performance work,
demonstrating successful ownership transfer. The transac-
tion library’s specification has remained stable, so its valida-
tion framework has not required significant updates.

8.2 Metrics

Code size. Figure 6 shows the lines of code for the im-
plementation and the reftesting framework. The reference
models total just 4.8K lines, less than 2% of the 259K-line im-
plementation. The test harness and reftesting infrastructure
(including the serializability checker and test orchestration)
add 35.6K lines, roughly 14% of the implementation. Together,
the entire validation framework—models, test harness, and
reftests—is 40.4K lines, or 16% of the implementation code.
This modest overhead validates the system’s most complex
concurrent behaviors. The reference models stay compact
by using simple, sequential data structures (§4.1).

Bugs found. Figure 7 summarizes 76 bugs caught by
reftesting before reaching production. This excludes bugs
found during local development, which developers routinely
catch before committing. The left table shows bugs by testing
method. Because tests run in stages, these counts show the
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Figure 7. Bugs caught.

marginal value of each layer: in-memory sequential reftests
caught 20 bugs that survived existing unit and integration
tests, Shuttle-based concurrent reftests found 46 that sur-
vived the in-memory reftests, and persistent reftests found
10 that survived both prior layers. The table on the right cat-
egorizes the 46 Shuttle bugs by type: transaction correctness
(12), including the inconsistent commit bug from §5; con-
currency issues (15) such as races, deadlocks, and resource
leaks; error and edge cases (16); and state management (3).

8.3 Lessons Learned

A key contributor to our success was that the formal meth-
ods team was deeply involved in S3 Express from the very
beginning, a common pattern across automated reasoning
projects at AWS. This early involvement let us shape speci-
fications before they were enshrined in code, and develop
reference models as the code was written rather than after
the fact. Because our reference models are executable, they
could also serve as mocks for components that did not yet
exist. For instance, the namespace team could start testing
code before the transaction library was ready, using the li-
brary’s reference model. Making tests serve as promotion
blockers in the deployment pipeline then ensured models
and implementation stayed in sync as the code evolved.

We deployed our tests in stages: sequential reftests on
developer desktops for fast feedback, in-memory Shuttle
tests before merge, overnight longbake tests before pre-
production deployment, and persistent reftests running con-
tinuously for weeks in pre-production. This staging helped
both velocity and maintainability. Shallow bugs are caught
early and cheaply, so the slower, more expensive stages
mostly run against code with fewer bugs. And because we
have separate tests in each stage (rather than one monolithic
test framework), tests are smaller and easier to understand
and maintain.

A surprise for us has been that engineers have come to
regard formal methods as an accelerator rather than a source
of friction. Formal methods are often assumed to work the
other way, buying assurance at the cost of development
speed. While our reftests do add resources and time dur-
ing testing, engineers have found that catching bugs before
commit gives them the confidence to move quickly.
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8.4 Limitations and Open Challenges

Our approach has three main limitations. The first limita-
tion concerns the properties we check. We check functional
correctness, not quantitative properties such as latency and
throughput. Even within functional correctness, we deliber-
ately leave some behavior unspecified: the reference models
do not cover error cases such as resource exhaustion or de-
vice failures (§4.1), checking only that a failed operation
leaves state unchanged. Our validation also targets internal
APIs rather than the external translation layer, so bugs in
request parsing, authentication, or authorization fall outside
its scope.

The second limitation concerns fidelity to the production
environment. Our test environments trade realism for con-
trol: in-memory reftests mock storage and networking, so
they miss bugs that depend on real hardware behavior, such
as bit corruption. Persistent reftests run on real infrastruc-
ture, but in exchange cannot systematically explore concur-
rency and injected failures the way in-memory tests can.

The third limitation is that our testing is incomplete. Shut-
tle executions are bounded in length, and although persistent
reftests accumulate state over months, the reachable state
space is far too large to explore completely. More funda-
mentally, randomized testing offers no completeness guar-
antee: we cannot tell which states and interleavings remain
unexplored. Bugs have in fact escaped our checks. In the
cache-miss handler bug (§4), our reftests exercised the buggy
code path, but our specification was too weak to catch the
failure, treating all errors as acceptable under injection and
so masking a permanently unavailable block.

Two challenges remain where we see opportunities for fu-
ture research. The first challenge is measuring test coverage:
randomized testing cannot easily tell us which states remain
unexplored. To address this, we are building tools that collect
domain-specific coverage metrics: developers annotate in-
teresting code paths (e.g., which two-phase-commit states a
transaction visits), and after a test run we summarize which
were reached. Unlike generic metrics like line coverage, this
tracks interesting semantic states, such as whether we ex-
ercised a scenario where one participant prepared while
another aborted. These metrics help engineers identify gaps
in test generation, but they remain a proxy for test adequacy;
techniques that bound the probability of missing a bug for
a given testing budget would be valuable. The second chal-
lenge is gaining confidence that the models are correct: a
reference model is only a useful oracle if it faithfully cap-
tures the intended behavior, yet today we establish this only
through manual peer review. Ideally we’d like proofs that the
models satisfy their intended properties, but proofs have his-
torically been too labor-intensive to be practical. Al-assisted
theorem proving is changing this, and we are currently ex-
ploring the use of the Lean prover to formalize our models
and prove them correct.



9 Related Work

Formal verification of systems. Formal verification has
addressed storage correctness at several layers, from file-
system crash consistency in FSCQ [13] and Yggdrasil [34],
through distributed protocols and concurrent crash-safe sys-
tems in IronFleet [20] and Perennial [11], to the concur-
rent journal and key-value store verified by GoJournal [12]
and VeriBetrKV [19]. SquirrelFS [27] and PoWER [26] ap-
ply crash-consistency verification to Rust systems. These
approaches provide stronger, machine-checked guarantees
than our tests, but require annotation and proof maintenance
as code evolves [3]. We trade completeness for reference
models the development team can maintain.

Formal methods in industry. Formal methods have long
been used in industry. At Amazon, TLA+ has been used to
model-check distributed-system designs [31], and P, a lan-
guage for modeling asynchronous distributed systems [16],
was used to validate S3’s strong read-after-write consis-
tency [30]. Brooker and Desai survey the range of techniques
used at AWS: model checking, property-based testing, and de-
terministic simulation [8]; Cauli et al. report a similar range
used at Huawei Cloud [10]. A recurring challenge is keeping
specifications connected to evolving code, which can oth-
erwise go stale [10, 31]. Our reference models are instead
executable and share the implementation’s API, and reftests
in the deployment pipeline prevent model-code divergence.

Lightweight formal methods. Property-based testing
generates random inputs and checks the resulting behavior
against executable properties [14]. Quviq QuickCheck ex-
tends this approach to stateful models, demonstrated on an
industrial telecom implementation [5]. Jaber et al. use predi-
cate abstraction to systematically explore requests and states
for black-box conformance testing of S3 APIs [22]. In con-
trolled concurrency testing, the same test runs under many
execution schedules, and any failing schedule is recorded
for replay. CHESS searches this space systematically, while
Coyote and Shuttle use randomized strategies to scale this
approach to production code [15, 29, 33]. Our prior work on
ShardStore combined both techniques with executable refer-
ence models to validate a single storage node [7]. We extend
that work to a large distributed system, which must tolerate
failures, coordinate through an asynchronous control plane,
and preserve correctness as it evolves across versions.

Consistency checking. Jepsen exercises distributed sys-
tems under faults and analyzes client-observed histories;
Elle infers isolation anomalies from such histories, and Co-
bra uses an SMT solver to search for an acyclic dependency
graph consistent with the observed history [24, 25, 37]. Our
work instruments the implementation to orient conflict edges
directly, yielding a polynomial-time check without constrain-
ing workloads. It also handles production behaviors these
black-box tools exclude: range reads, deletes, and reads from
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aborted transactions (Cobra drops aborted transactions and
range queries; Elle recovers write order from append-only
workloads, but our operations overwrite and delete keys).
Line-Up similarly checks concurrent executions against se-
quential ones with stateless model checking, but targets
deterministic linearizability of a single component rather
than distributed transaction serializability [9].

Control-plane testing and cross-version correctness.
Sieve perturbs controllers’ state views [35], while Acto drives
sequences of desired states [18]. Anvil formally verifies that
controllers implement eventually stable reconciliation: un-
der its environment assumptions, a stable desired state is
eventually reached and maintained [36]. Our bounded tests
instead explore process interleavings, check safety contin-
uously and stability at quiescence, and reject runs that do
not quiesce within Shuttle’s depth bound; finite runs do not
prove liveness. T2C derives runtime semantic checkers from
tests [28], while Zhang et al. target upgrade failures with test-
ing and static analysis [38]. Our persistent reftests instead
use independently maintained reference models as oracles
across successive deployments.

10 Conclusion

A central question when we began this work was whether
our validation approach would survive the departure of the
formal methods team. After 2.5 years in production, the engi-
neering team actively maintains and extends the validation
approach, with their share of framework commits growing
from 41% to 84%. They have independently delivered atomic
rename, append, and conditional operations while maintain-
ing all models and test infrastructure. Three design choices
enabled this sustained ownership: reference models written
in Rust against the same APIs as the implementation, reftests
wired in as mandatory pipeline approval steps, and valida-
tion structured as composable layers. Along the way, this
approach caught 76 documented bugs before they reached
production. We are now exploring the use of Generative Al
to reduce the effort required to apply these techniques to new
systems while moving toward full functional verification of
both reference models and production code.
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